
 

 
 

Field:  
Theoretical and Applied Mathematics/Informatics 

 

Session Topic: 
Image Analysis 

 

Speaker: 
Ivan LAPTEV, INRIA/ENS 

 

 

Scope and motivation 
The amount of video has increased dramatically over recent years and continues to grow. Striking 

examples of this development include 4331 years of video uploaded to YouTube in 20111 and 

millions of CCTV cameras installed in UK. National TV archives also own large amounts of video, 

such as British BBC with 600K hours (68 years) of video2 and French INA3 with 900K hours (102 

years) of video and audio content. While the growth of video continues4, its access becomes 

critically dependent on efficient search engines. Current systems partly solve video search with 

text-based indexing using, e.g., tags for YouTube videos or program schedules for TV broadcasts. 

Most of the information in video, however, remains “hidden” in its content and requires new 

automatic methods for video content analysis. 

People are by far the most frequent and important objects in the video. Automatic analysis of 

people and human actions has many potential applications in security, education and entertainment 

including, automatic video surveillance, video search, gaming, sports analysis, automatic 

content moderation and many others. Most applications require action recognition to operate 

reliably in diverse and realistic video settings. While significant progress towards this goal has 

been achieved during the last decade, the problem remains highly challenging. 

 

Human action recognition 
This talk will describe the state of the art in human action recognition and will outline open problems. 

The first part of the talk will present the problems associated with action recognition and 

will give an overview of existing methods addressing these. I will in particular emphasise on 

the recent progress towards action recognition in realistic settings, e.g. YouTube, movies and TV 

broadcast video, see Figure 1. Such videos, as opposed to recordings in controlled laboratory environments, 

contain very large variations in view-points, lighting, scene layouts, human clothing, 

human motion and other factors. These variations make the same actions to appear very different 

in different videos and pose substantial challenges for video-based action recognition. 

State-of-the-art methods to action recognition typically combine video feature extraction with 

the modern methods of machine learning. One successful type of approaches represents videos 

by collections video patches [1], each encoding the shape and the motion at a local video neighborhood 

(see Figure 2). Statistics of such patches, often regarded as Bag-of-Feature representations, 

enables competitive performance of action recognition in realistic settings [2, 3] when combined 

with standard classification tools such as Support Vector Machines. In the talk I will describe alternative 

Bag-of-Feature representations and will illustrate results of the currently best performing 

methods on recent benchmarks. 
1http://www.youtube.com/t/press_statistics 

2http://www.bbc.co.uk/archive/tv_archive.shtml 
3http://www.ina-sup.com/collections/linatheque-de-france-1 

4According to Cisco (source: http://newsroom.cisco.com/dlls/2010/prod_060210.html) video is expected to dominate 

Internet traffic by 91% in 2014. 
 



 

 
Figure 1: Examples of human actions recorded in controlled laboratory settings (left) and realistic 

actions from movies (right). The research on human action recognition has recently made a 

transition from laboratory setups toward action recognition in realistic settings. 

 
Figure 2: Bag-of-Features action recognition pipeline. 

Current action recognition methods often involve machine learning, and typically require 

many training examples at the learning stage. While examples of typical actions, e.g. hand shaking 

or sitting down, are available in movies, TV-shows, etc., the manual action annotation is a 

very time-consuming process as hand shake, for example, occurs once in an hour of a typical 

movie. Automatic collection of training data has become a research problem on its own and I will 

present methods addressing it. 

 

Open challenges 
At the second part of the talk I will take a critical view on action recognition and will discuss the 

problem definition as well as the relation of action recognition to other visual recognition tasks. I 

will argue that future algorithms of visual recognition, to be more practical, should probably be 

more person-centric and should analyse scenes and objects in terms of their function, i.e. what 

people can do and typically do with a given object or in a given scene. I will conclude with an 

example of our on-going work in this direction. 
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