
Introduction and history

Nature has always been a source of inspiration to scientists and engineers of all kinds (the Eiffel tower was inspi-
red by the structure of the femur bone), so by the time the first computers came out of research labs (IBM 650 in 
1953), evolutionary computation had about ten independent beginnings in Australia, United States and Europe, 
as Fogel traced in his excellent Fossil Record (Fogel, 1998). However, Artificial Life and Artificial Evolution only 
came of age in the 1990s, when computers were finally powerful enough to find interesting results.

Artificial Evolution

And results have been interesting indeed... Artificial Evolution routinely outperforms other optimization tech-
niques such as Simulated Annealing, Tabu Search and other “modern” algorithms that developed in the 
1980s, mainly because Artificial Evolution is a population-based algorithm.
Standard stochastic optimization algorithms are used to find solutions on problems that are simply too large 
to explore using a deterministic algorithm. For instance, in the Travelling Salesman Problem (find the shortest 
path to visit N towns and back to the starting point), no real algorithmic shortcut can be used than exploring 
all the possible paths. Unfortunately, the complexity of the TSP is ((n-1)/2)!, meaning that supposing a really 
fast computer were able to evaluate 1 billion paths per second, finding the optimal solution would take 17 
hours for a 20 towns problem, 1.4 days fo a 21 towns problem and a whopping 9.8 million years for as small 
as a 25 towns problem !
 
This is called a combinatorial explosion, that typically occurs in what is called NP-Complete problems. Un-
fortunately, most real-world industrial problems are of this kind, so in order to find acceptable solutions to 
their problems, most companies resort to using “Monte-Carlo methods,” which is a more politically-correct 
way to call a Random Search algorithm.
Artificial Evolution uses a population of individuals, where an individual is a potential solution to the problem. 
At each generation, new children are created by combining two good individuals through a crossover and 
mutation process, in similar way to what happens in Nature. Then, individuals with bad fitness (score) are 
removed from the population in order to create a new generation, and the process starts again, therefore 
simulating a very simple kind of artificial evolution.

On the Travelling Salesman Problem described above, Artificial Evolution currently holds the record, with the 
best known path on a standard 33,708 towns problem (solved in 1h25 on one core of a 3GHz Itanium-based 
PC). AE is used to create the timetables of the Italian Railway, to optimize diamond cutting, frequency alloca-
tion, air traffic, vehicle routing, ... and last but not least, when allowed to optimize the structure of a solution, 
Genetic Programming can routinely find human-competitive results, leading to patentable solutions, provi-
ded that one has access to a super computer (Koza 2003).
In an 1886 paper, James Baldwin puts forward a “new factor in evolution,” i.e. the ability to learn, that will be 
discussed by Reiji Suzuki.

Artificial life 

Artificial Evolution is not the only method that inspired from Nature. Some researchers try to grow artificial 
plants or animals (called animats) possibly through Artificial Evolution, but not exclusively. Alternately, artifi-
cial life can be used to solve the same kind of problems as above. For instance, schooling or flocking beha-
viour in fish or birds has been understood and is very much used in movies to simulate animal herds in a very 
realistic way. This has also led to a very efficient optimization algorithm called Particle Swarm Optimization 
(Kennedy et al. 2001).
In another domain, ant colonies also present very interesting behaviour that can be really efficient at pro-
blem-solving as for instance, it has been shown that paths between anthills and food spots are optimal. The 
mechanism used by ants has been discovered and now constitutes the core of Ant Colony Optimization, the 
first application of which was to solve the TSP problem (Dorigo et al. 1999). Nicolas Monmarché's talk will 
concentrate on algorithms based on artificial ants.

85

Chair : Pierre COLLET, Strasbourg University



86

Evolutionary Computation and massively parallel GPGPU cards

In 2006, a major event happened that will change the future of stochastic optimization, by allowing automa-
ted problem solving and probably, a first kind of real Artificial Intelligence to appear: the advent of General 
Purpose Graphic Processing Units (GPGPU), whose Unified Shaders can process indifferently pixels or ver-
tices, or evolutionary algorithms.
GPGPU cards (created thanks to the billions of dollars of the gaming industry) are very difficult to use for 
standard applications because of their special design: in order to maximise computing power for computer 
graphics (where the same algorithm needs to be executed on millions of different pixels as fast as possible) 
manufacturers came up with specific processing units that get hundreds of tiny cores to execute the same 
instruction at the same time (which is very restrictive algorithmically-wise).

The result is that one $500 NVidia GeForce 300 series GPU can process 2.6 Tera FLoating Operations per 
Second (TeraFlops) where a top end Intel CPU (core I7) can only process around 70 GigaFlops.
Now, by an extraordinary coincidence, artificial evolution can use the same flowchart as pixel rendering 
algorithms, where a large population of different genomes (resp. pixels) must be evaluated using the same 
fitness function (resp. rendering algorithm). This means that the extraordinary power of GPU cards, that were 
developed by the billion dollars gaming industry, can be used for Evolutionary Computation in a straight way, 
as if these card had been designed specifically to execute EC !
Our team in Strasbourg is the first to have been able to exploit the full power of GPU cards for Evolutionary 
Computation (Maitre 2009) and making it available to the scientific community through a programming lan-
guage that automatically parallelizes an EC algorithm.

Why is the Artificial Evolution topic cutting edge ?

Being able to use GPU cards for EC will have an enormous impact on scientific computing as EC happens to 
be one of the most powerful paradigm that is currently available to solve complex problems. Speedups of up 
to x5000 over a standard CPU can be envisaged with 2010 technology, meaning that one day of computing 
on a $3000 machine will be equivalent to more than 10 years' computing on a standard PC, and Moore's law 
predicts that this speedup will double every two years, as single cores have stopped accelerating. This will 
allow to tackle problems that are now intractable.
In his Genetic Programming IV book, John Koza showed how in 2003, his cluster of 1000 350MHz Pentiums 
allowed Genetic Programming to routinely find human-competitive (and patentable) solutions to engineering 
problems. The advent of GPU cards, that are much faster than Koza's super computer will probably allow 
Genetic Programming to implement the first instance of artificial intelligence that will routinely do better than 
humans in a desktop PC.
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Glossary

NP-Complete problem: Problem that cannot be solved in Polynomial time.
Unified Shader: Before 2006, GPUs had different specialised units to process pixels and vertices of an ima-
ge. These were replaced by Unified Shaders that are general purpose units that can do both, and therefore 
also, execute any kind of algorithm like an evolutionary algorithm.




